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Abstract:  It is not uncommon for contemporary biometric systems to have more than one match below the matching threshold, or to have two or more matches having close matching scores. This is especially true for those that store large quantities of identities and/or are applied to measure loosely constrained biometric traits, such as in identification from video or at a distance. Current biometric performance evaluation standards however are still largely based on measuring single-score statistics such as False Match, False Non-Match rates and the trade-off curves based thereon. Such methodology and reporting makes it impossible to investigate the risks and risk mitigation strategies associated with not having a unique identifying score. To address the issue, Canada Border Services Agency has developed a novel modality-agnostic multi-order performance analysis framework. The framework allows one to analyze the system performance at several levels of detail, by defining the traditional single-score-based metrics as Order-1 analysis, and introducing Order-2 and Order-3 analysis to permit the investigation of the system reliability and the confidence of its recognition decisions. Implemented in a toolkit called C-BET (Comprehensive Biometrics Evaluation Toolkit), the framework has been applied in a recent examination of the state-of-the art iris recognition systems, the results of which are presented, and is now recommended to other agencies interested in testing and tuning the biometric systems. 
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I. Introduction 


It is well accepted nowadays that biometrics is not a “magic bullet” and will unlikely ever produce error-free recognition results. This becomes most obvious when dealing with large-scale biometric systems that store large quantities of identities and also with systems that are applied to measure loosely constrained biometric traits as in identification from a video-camera or at a distance. However and most importantly, most biometrics users and developers now also share the following observation, which has become one of the greatest motivation factors behind the continuing growth of biometrics deployments worldwide: 

Even though no biometric modality is error-free, with proper system tuning and setup adjustment, critical errors of the biometric systems can be minimized to the level allowed for the operational use.

It is only through performance evaluation however that biometric systems errors as well as  factors  and parameters that affect the recognition performance can be discovered and properly taken into account. For an organization that deploys biometrics, performance evaluation not only provides the means to select the best system, but also helps to get insights on system tuning, setup adjustment, and development of risk mitigation procedures that best suit the operational needs. Hence the definition below. 

Definition: Performance evaluation is a procedure that involves the testing of a system on a database and/or in a specific setup for the purpose of obtaining measurable statistics that can be used to compare systems or system setups to one another.

Despite long and ongoing interest in academia [1-13] in the biometric performance evaluation problem, the current industry standards for biometric performance testing and reporting [14-16] are found to be limited and not fully sufficient for the purpose. Specifically, while biometric systems have evolved significantly over the past years --- from single-sample fully-controlled verification matchers to a wide range of multi-sample multi-modal fully-automated person recognition systems working in a diverse range of unconstrained environments and behaviors, --- the methodology for biometric performance evaluation remained practically unchanged, still being largely limited to reporting false match and non-match rates only and the trade-off curves based thereon.
This paper addresses this gap, by establishing a multi-order score analysis framework that allows one to obtain an all-inclusive description of the biometric system performance.  After defining key concepts related to biometric performance and showing the deficiency of the currently used metrics (Section II), we define the comprehensive biometric performance evaluation (Section III) and introduce the multi-order score analysis framework (Section IV). All-inclusive Performance Summary Card, Recognition Decision Confidence and Failure of Confidence Rate (FCR), which are derived from the proposed framework, are introduced in Section V.  The last section introduces the C-BET (Comprehensive Biometrics Evaluation Toolkit) that is being developed by the agency based on the proposed multi-order analysis framework, and discusses other applications and implications of the framework.

The developed framework was originally motivated by testing the state-of-the-art iris biometric systems. More motivation for the novel modality-agnostic evaluation framework came from the investigation of face recognition systems and other stand-off biometrics technologies. The initial results and applications of the framework have been published in [18].  This paper therefore presents the follow-up refinements and extensions for this new framework, as the work on establishing the terminology and its applications continues.

II. Definitions and Problems 


A. Conventional performance evaluation metrics

According to the traditional biometric evaluation methodology [1-16], the two Binary Event errors that a system can exhibit are measured: False Match (FM) (also known as False Accept (FA), False Hit, False Positive or Type 1 error) and False Non-Match (FNM) (also known as False Reject (FR), False Miss, False Negative or Type 2 error).

By applying a biometric system on a significantly large data set, the total number of FM and FNMs are counted to compute the cumulative measurements: False Match Rate (FMR) and False Non-Match Rate (FNMR) (or True Match Rate  (TMR = 1 - FNMR), also known as Hit Rate). These rates are measured as functions of a match threshold or at a fix value of one another (eg FNMR computed for fixed FMR=0.000001), Match threshold  is the threshold matching score that the system compares a matching result to in order to determine whether a match or non-match has occurred.

The trade-off curves, also called Figures of Merit, are also computed: Detection Error Trade-off (DET) curve, which is a graph of FMR vs. FNMR, obtained by varying the system match threshold, and Receiver Operator Characteristic (ROC) curve, which is similar to DET curve, but plots TMR against FMR.

B. Making the match decision 

The first problem with the conventional match-based performance reporting described above is that a match can be defined in two different ways: 

1. Verification match occurs when the difference between two images  is less than a threshold, 

2. Identification match occurs when the difference between two images is the smallest for the entire dataset  

Even though defined as Verification and Identification matches, it is not uncommon to see an Identification system that uses a verification match criteria, and vice versa.

Because of this, other metrics/curves have been specifically proposed for Identification matches, such as Rank-k identification rate (Rk), which plots number of times the correct identity is in the top k most likely candidates, and the Cumulative Match Characteristic (CMC) curve, which plots the rank-k identification rate against k. 

These curves/rates still do not offer a complete picture about the performance, as is shown below.

C. From binary event counting to fine tuning and intelligence gathering

The limitation of the conventional match/non-match counting based evaluation is best illustrated by Figure 1, which shows the best five matching scores obtained for two test images presented to a biometric system (data was gathered from the actual experiments with real biometric samples and an off-the-shelf biometrics software).
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Fig. 1.  Best five scores for two test images. 


As seen, the scores obtained for the test image on the left have a distinct minimum, while the scores obtained for the other test image show several that are close to the minimum. Additionally, depending on where the Match Threshold is chosen, one or both of the test images may have more than one score below the Match Threshold. 

It is important to emphasize  that, in the light of the biometrics evolution highlighted in the previous section and based on the extensive experiments by our sections with face recognition, fingerprint, and large-scale iris biometric systems, it is our observation that the situation shown in Figure 1 is not extraordinary but, in fact, is quite common for many systems. This is especially true for those that store large quantities of identities and/or are applied to measure loosely constrained biometric traits.  Figure 6 highlights this phenomenon. The figure shows the data obtained from two top-of-the-line competitive iris biometrics systems, each  tested with different matching thresholds on 3000 images belonging to 500 individuals, with each person represented by 6 iris images. 

First, it can be seen that even for iris biometric systems, which are applied in a reasonably constrained environment -- under controlled active infra-red light illumination and with cooperating individuals -- it is quite common to observe more than one match below a threshold. Additionally, it is shown that many systems may be able to improve the match/non-match tradeoff performance by raising the threshold – at the cost of  allowing more than one score below a threshold.

For less controlled biometrics, such as face recognition, the number of non-unique matches should be expected to be much higher. It is therefore understood that the conventional performance evaluation metrics, which take into account the winner (best) scores only,  may not always be sufficient and/or appropriate for some applications. The example of such application is the expedited/secure access control, where the fully automated  decision to grant an entry  to a person has to be made instantaneously and  based on the biometric sample only.

This highlights the need for a new performance analysis framework that would allow to conduct a comprehensive all-inclusive biometric performance evaluation based on all data measured during the system run.  Such a framework is introduced in [18] and is further elaborated upon in the following sections.  

III. comprehensive performance evaluation


Definition: Given a biometric system and a dataset of images, the comprehensive performance evaluation of the system is the one that analyzes all scores that can be obtained by the system on the dataset.

The protocol for conducting a comprehensive biometric performance evaluation using multi-order score analysis  is shown in Table I. 

After the datasets have been populated and analyzed for the presence of factors that affect the recognition performance (Step 0), the procedure commences with a small-size dataset with a goal of obtaining a “bird’s-eye view” of the system’s functionality and to obtain the estimates of the speed and level of programming effort that is required for each of the steps defined in the protocol. 

Once data are encoded (Step 1) and all scores for a dataset are obtained (Step 2), the comprehensive analysis of these scores commences (Step 3). Compared to the time needed to perform Steps 0-2, the time needed to perform the analysis of the obtained scores in Step 3 is negligible and can be done to any desired level of detail: from traditional counting of match/non-match errors to deeper analysis of all measurable statistics.

Table II provides the estimated time needed to perform the Encoding and Matching steps for different dataset sizes by different iris biometric systems. These are the most time consuming steps in the procedure. Testing has shown that the efficiency of systems in performing all-to-all comparisons (Step 2) differs substantially. Only if for a given dataset size (N) a system permits computing such scores within a reasonable amount of time, then the multi-order analysis of the system performance for this size is performed.


TABLE I

Protocol for comprehensive biometric performance evaluation 
using multi-order score analysis


	Step 0. Data preparation

Select Enrolled and Passage (possibly of lower quality) datasets:

· of several sizes (N), eg. 100, 500, 1000, 5000

· with K passage images per each enrolled image, 

· (if possible) corresponding to different factors that affect the performance

Step 1. Encoding (of all images in a Enrolled and Passage sets)

Measure:

· Failure to Acquire for Enrolled images (FTA.E)


· Failure to Acquire for Passage images (FTA.P)


· Image quality numbers 


Step 2. Matching (Obtaining scores for ALL available data): 

i)  using default settings/threshold, 

ii) using other possible settings/thresholds


Step 2a. Get match scores for Enrolled set - Imposter tests only

Step 2b.1. Get match scores for Passage set – Genuine tests only

Step 2b.2. Get match scores for Passage set – Imposter tests only

Step 3. Multi-order analysis (of ALL obtained scores)                 

Step 3.a. Order-0  (no Analysis, Visualization only):

· Plot Probability Distribution Functions PDF(S) of genuine and imposter scores (at different increments to highlight trade-off zone)

Step 3.b. Order-1  (conventional) analysis:

· Compute/Plot verification rates and curves, where match is defined when a score is below a threshold: 

· FMR = #FalseAccepts/(N-FTA.E), 

· FNMR = #FalseRejects/(N-FTA.P) &   FNMR = #FalseAccepts/(N-FTA.P)


· DET 
Step 3.c. Order-2 analysis:

· Compute/Plot Rank-1 identification rates, where match is defined as a Smallest score:

- FMR, FNMR, DET,     
- distribution of best scores values (optional)
- PDF(Rk) of identification rank

Step 3.d. Order 3 analysis:

· Compute /Plot Rank-k (k=2,3,4,>5) identification rates and distribution of Confidences, defined as below:


    1: PDF (S2-S1) : second best score minus best score


    2: PDF (N(S<T)): the number of scores less than the threshold

(Steps 3.c and 3.d can be performed in a single procedure).


TABLE II 
time required to encode and match datasets of different sizes 

	N
	100
	500
	1000
	5000
	10K
	20K
	50K

	Step 1
	5min
	30 min
	1h
	6h
	12h
	1d
	3d

	Step2a 
	.5-20 min
	1 min -6h
	5 min -1d
	2h-1w
	4h-1m
	8h/4month
	3d-1y+

	Step2b
	10 min -3hour
	30’-3d
	1h-2w
	8h-50w
	17h-4y
	1.5d-16y
	5d-100y


IV. 
Multi-order performance analysis

The multi-order terminology for the analysis comes from the analogy with multi-order statistics terminology, in which order-0 statistics signifies using the value itself, order-1 statistics signifies computing the average of several values, and order-2 and order-3 statistics signify computing the deviation (variance) and high-order statistical moments. 

Similarly, the multi-order biometric performance analysis framework is defined as an approach that examines the evaluation of a system at several levels (or orders) of detail
. This framework defines the conventionally used performance metrics, such as summarized in Section II, as the Order-1 analysis and introduces the concepts of Order-2 and Order-3 analysis defined as follows.

Definition: The Order-1 analysis of the biometric system performance is the analysis that is based on a single number output (score) of the system, as when computing verification match/non-match rates and the error trade-off curves   based on a binary comparison of a single 1-to-1 match score to a threshold.


Definition: The Order-2 analysis of the biometric system performance is the analysis that is based on all scores that can be obtained by the system for a sample, as when finding the best match score in 1-to-N identification. 
Definition: The Order-3 analysis of the biometric system performance is based on the relationship between the match scores obtained by the system for a sample, as when finding the difference between the best and second-best match scores or all scores that are lower than a threshold.

Additionally, all statistics and graphical visualization related to score distributions obtained by the system is referred to as the Order-0 analysis. Such analysis does not produce a metric that can be used to quantify the quality of the system performance.  It however may provide very important insights on how a system performs and where the performance bottlenecks could be. 

A. Case Study: Multi-order analysis of iris biometrics 

As a way of illustrating the new concepts and to highlight the usefulness of the multi-order analysis, we present the results that have been obtained from testing a variety of state-of-the-art iris biometric systems. The experiments were run according to the evaluation protocol described in Table I, with datasets containing iris images from 100, 500, 1000, and 4000 individuals, where each individual has one enrolled image (used only in Order-0 and Order-1 analysis) and six passage (test) images (used in all orders of analysis)  of the same (right) eye. The results shown in the figures are taken from the non-overlapping 500 and 1000 identity datasets, containing 3000 and 6000 iris images respectively, with over one hundred million comparisons performed by each tested system.

Order-0 analysis

The Order-0 analysis of two different systems is shown in Figure 2. This analysis can be useful in spotting a problem with a system, such as in Figure 2b. Here we see that system has many genuine scores that are higher than should be expected. This provides an indication that there is likely a factor present in the system setup that the system is not handling well. This observation can be used to identify the factors affecting the performance and to tune the system setup or configuration.
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Fig.2.  Order-0 analysis: Normalized Probability Distribution Functions for genuine and imposter scores for two different systems. One system displays intolerance to one (or more) performance aggravating factors present in the enrolled images.
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Fig.3.  Order-1 analysis: verification-based (1-to-1) False Match and False Non-Match Rates shown for all possible threshold values (a) along with  zoomed portion of it showing  the detail related to choosing optimal threshold (b). Single-score Detection Error Tradeoff curves: showing correctly (c) and incorrectly (d).

Order-1 analysis


Order-1 analysis results are shown in Figure 3. These are the standard results normally reported by the existing industry standards. It should be emphasized however that when plotting the Order-1 tradeoff DET or ROC curves, it is important that measured points that are used to extrapolate the curves be shown (as in Figure 3.c), especially in the area of prime interest, which is the area close to FMR=0 for “White List” access-control applications, and the area close to FNMR=0 for “Black List” automated criminal screening applications. The reason is that a system may never attain certain low levels of FMR or FNMR that could be falsely assumed from improperly reported curves (as in Figure 3.d). This is why it is also very useful to report the FMR and FNMR distribution curves (as functions of threshold) in addition to the DET or ROC curves, as done in Figures 3a and 3b.

By highlighting the area of error trade-off and plotting the curves obtained for different dataset sizes on one graph (as in Figure 3.b), one can investigate the issues related to the scalability of the system, such as an increased number of false rejects and/or choice of the optimal match threshold.

Even though the curves of Order-1 are very informative, they still do not provide a complete answer on what system is the best. In particular, a system that has a higher FNMR (for a fixed FMR) can still be preferable to a system that has a lower FNMR, if it has better mechanisms to report and deal with non-confident recognition decisions. Order 2 and especially Order-3 statistics allow one to obtain the answer.
Order-2 analysis
Order-2 analysis is by definition performed for identification applications, which require examination of scores for everyone in a database. As shown in Figure 4 such analysis would also be very useful for verification systems. The figure plots how many times the genuine person scored the best (Rank-1), second best (Rank-2), third best (Rank-3) and so on, for the same system  under different threshold settings. The portion of scores that were above the default threshold is marked in dark red. To make the system output more reliable, one of the strategies is to consider the match valid  only if it is both the smallest and below the threshold. By examining genuine match ranking distributions for different threshold settings, one can find the optimal value of the threshold that maximizes the number of true matches according to this strategy.
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Fig.4. Order-2 analysis: Distribution of ranking of the genuine scores in their relationship to the threshold.


Order-3 analysis 


Order-3 performance analysis results are shown in Figures 5 and 6. They can be treated as the confidence values associated with the system output.  Figure 5.a shows a histogram of the number of scores below a threshold (ie the number of instances when there were none (0), 1, 2, 3, etc. scores below a threshold). Figure 5.b shows a histogram of distances from the best score to the second best score (ie. how often the second best score was 0.01, 0.02, etc. away from the best score.). 

Figure 6 shows the number of confident recognition results (when there is only one match below a threshold) and non-confident recognition results (when there is more than one match below a threshold) from two competitive systems – for two different threshold settings for each system. It can be seen that each system can improve its single-output error-tradeoff performance by allowing more matches below the threshold.
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Fig.5.  The distribution of the distances from the best score to the second best score (S2-S1) for two different systems. The further the best winning score from the second best runner-up score, the more confident is the system output. 
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Fig. 6.  The distribution of the number of scores below a threshold for two competitive systems (upper row – one systems, lower row – the other) for two different matching thresholds settings for each system (left column – for lower threshold, right column – for higher threshold).

V. Recognition Decision Confidence

A. Why the score itself is not a confidence?

  Most of the current biometric systems are able to report the match score value, which might be offered by a system as the confidence of its match. In the following, we demonstrate that this value in isolation from other scores registered by the systems does not yet represent a confidence.

The experiments show that sometimes a higher (worse) score may have less other competitive alternatives, than the lower (better) score.  This phenomenon however is not strange to the field of Image Processing and Pattern Recognition, where the fact that Image/Video Recognition is an ill-posed problem
 is well known.

On the other hand, it is the prime objective of the Order-3 analysis to investigate the confidence of the system output through the analysis of all scores. This is further exploited below.

B. Confidence metrics
The meaning of confidence is to indicate the likelihood that there are candidates that could potentially be matched. In this paper, we used two confidence metrics as part of Order-3 analysis (see Figures 5 and 6), as follows: 

Definition:  Identification confidence metrics is defined as the distance from the best score to the second best score:  Cidenfication = |S2 - S1|.
 Definition: Verification confidence metrics is defined as the number of scores that are below the threshold distance:  Cverification =  (Si<T).
 The terminology for the metrics is not meant to imply that one metric should be used for identification tasks, while the other for verification tasks, since both can be used for either task. It is simply chosen to reflect the "smallest" vs. "below-the-threshold" approaches traditionally associated with Identification and Verification tasks.
It is also understood that there could be many other ways to measure the confidence from the relationship of all obtained scores. It could be the absolute difference between the best and second best score |S1-S2|, as used in this paper,  the ratio between the two S1/S2, or any function of these and also possibly the threshold T, best score S1 and other scores {Si}:

Confidence = f(S1, S1-S2, S1/S2, T-S1, T-S2, {Si}).
The actual confidence metrics should reflect the meaning of confidence (the higher the value, the better) and possibly satisfy the conditions commonly imposed or implied in evidence- or probability-based computational approaches. One of such probability-based approaches is proposed in [19-20], which associates a true probability-weighted score to every measured score, based on the distribution of all scores.

 Finally, an important question is how to embed the proposed confidence metrics into an over-all performance evaluation of biometric systems. This is addressed below.

C. Failure of Confidence Rate (FCR)

The Order-3 performance analysis of many systems shows that regardless of biometric modality practically every system can produce non-confident outputs due to more than one match below the matching threshold, or having two or more matches having very close matching scores. With traditional evaluation methodology that analyses the winning score only, this important information is lost. However, with the proposed multi-order methodology this information is not lost and can be used to fine-tune the system, as well as to develop the procedures to mitigate the risks associated with having non-confident recognition results. 
In order to report biometric recognition confidence in large-scale evaluations, the following concept is introduced.

Definition: Failure of Confidence Rate (FCR) is the rate of incidences in which there is more than one match below a threshold.

Figure 7 shows the way the information about FCR can be embedded into traditionally used DET curves. Selected points on the curves (for example, those that correspond to the default settings of the system) are marked with FCR information. Alternatively, error bars can be added to all measured curve points.
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Fig.7.  DET curves which embed information on a) FCR, and b) FCR and FTA.

VI. All-inclusive trade-off curves and reports 

In addition to showing confidence rates (FCR) and in order to provide an all-inclusive graphical summary of system performance, Error Tradeoff Curves can (and should) also embed the information on Failure to Acquire (FTA), which is another very important measure of the system performance quality. This can be done by reporting the number of cases, in which there is more than one match as ratio to the total number of images that the system was able to encode, as shown in Figure 7.b. This figure reports that a system was able to encode only 2300 images of total 3000 images of dataset (ie it has FTA = (3000-2300)/3000=0.23) of which there were 31 instances of unreliable match for one threshold setting and 280 for another threshold setting.

Figure 8 shows a performance report summary table that can be produced for a biometric system to provide the all-inclusive information about the recognition quality of the system (Figures 7b and 8 correspond to the same system).  In addition to commonly used False Match (FMR) / False Non-Match (FNMR) rates obtained by varying a match threshold, FTA (Failure to Acquire rate) as well as FCR (Failure of Confidence Rates) measured for each FMR should also be reported. The values corresponding to a default threshold value is highlighted in bold blue.

The main two lessons and guiding principles in reporting performance statistics are summarized below:

· The importance of showing FTA is seen from the fact that some systems may produce better DET curves by rejecting (i.e. failing to acquire) the images that are more difficult to recognize, eg. iris images that are occluded. 

· The importance of showing FCR, as is seen from the similar fact that systems may produce better DET curves by allowing more matches below/above the matching threshold, ie by producing less reliable recognition decisions.

	FTA=0.23
	FMR
	FNMR
	FCR

	
	0.00067  
	0.0688
	0.122

	
	0.00028
	0.0854
	0.059

	
	0.00012
	0.1000
	0.029

	
	0.000050
	0.1195
	0.013

	
	0.000017
	0.1429
	0.0048

	
	0.000007
	0.1669
	0.0008

	
	0.000001
	0.1932
	0.0004


Fig.8.  All-inclusive biometric performance summary card shows FTA (Failure to Acquire rate) as well as FCR (Failure of Confidence Rates) in addition to commonly used False Match (FMR) / False Non-Match (FNMR) rates obtained by varying a match threshold.  The measurements observed for the default threshold are marked bold.

VII. Implications and future work

There have been many success stories recently related to the deployment of biometrics by police, passport and immigration agencies. Biometric technologies are now highly praised for catching criminals and fraudsters.

Elated by such success, it is easy to forget that in all these success stories the final decision is not made by a biometric software, but by a forensically trained officer, for whom the software is just a tool that efficiently populates the list of candidates for further investigation by the officer.

When it comes to using biometrics for final decision-making, as in access control applications such as e-Passport, trusted traveler programs, or restricted area access control, when the decision has to be made instantaneously and based on the data provided, the situation is very different. In these applications, it is very important that the system decision is secure and trusted. For these applications, proper biometric performance evaluation is critical, as biometric systems can produce errors. 

In-house technical evaluation allows one to insure that the quality of the software delivered by the vendor meets the operational requirements. It also allows one to build an operational and efficient system tailored to a specific need, by analyzing all risks due to system errors and developing proper risk mitigating procedures so that critical errors are minimized to the level allowed for operational use.
All factors and system parameters have to be taken into account when evaluating a biometric system. For face recognition systems such factors are listed in [17]; for iris systems they are listed in [18]. The recognition performance needs to be understood, and all performance changes that are due to a change of a system or system parameters and not only the match/non-match errors have to be analyzed.

The system performance may deteriorate over time, as the number of stored people increases and spoofing techniques become more sophisticated. At the same time, there are also many ways to improve biometric system performance, in particular: by using more samples, modalities, and adding additional environmental and/or procedural constraints. 

For an organization that intensively relies on biometric technology for its day-to-day activities, it is therefore recommended that continuous performance monitoring, tuning and upgrading of biometric systems be carried out, accompanied with a regular all-inclusive system performance evaluation. 

To conduct such an evaluation, the multi-order performance analysis framework proposed in this paper is recommended. 

At the same time, it is also recognized that many users of biometric technology may have little or no technical support to evaluate the performance of commercially available biometric systems.  For this reason the technical team of the Video Surveillance and Biometric Section of the Canada Border Services Agency has started developing a toolkit called C-BET (Comprehensive Biometrics Evaluation Toolkit) aimed at assisting other departments and agencies in conducting the all-inclusive performance evaluation required for selecting new and tuning existing biometric systems. The C-BET toolkit would be most applicable for evaluation of identification biometric systems that measure loosely constrained biometric traits that produce less identifying single-measurement scores, such as Face Recognition from Video and other Stand-off biometrics. As shown in the paper, it will also be very useful for the evaluation of verification systems, in particular, those that make the decision based on examining the entire database of enrolled identities, with the results obtained from multi-order performance analysis of iris biometric verification systems.

Finally, it is worth mentioning the proposed multi-order analysis framework may be used not only for biometrics tuning and testing, but also for optimizing biometric decision making, which is the topic of further research [19,20].

Disclaimer 

The data and results presented in this paper are intentionally made anonymous and are not associated with any production system or vendor product.  They are obtained from lab environment experiments performed on a variety of state-of-the-art iris recognition biometric systems using real anonymized biometric data. They are used solely for the purpose of illustrating the concepts presented in the paper.  
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� Strictly speaking, to follow the analogy with statistics, we should have called the conventional single-number-based evaluation as the Order-0 analysis, with Order-1 and Order-2 analysis corresponding to Order-1 and Order-2 statistics. The shift in numbering is due to the introduction of the Order-0 analysis, which, strictly speaking, is not an analysis but a visualization of the inner properties of a biometric system.


� A problem is ill-posed if a minor change in the input may result in drastic change in the output (eg. when a slight occlusion or rotation of an object may affect significantly the way the object is seen).








